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Abstract— Autonomous robots must go from zero prior
knowledge to safe control within seconds to operate in unstruc-
tured environments. Abrupt terrain changes, such as a sudden
transition to ice, create dynamics shifts that can destabilize
planners unless the model adapts in real-time. We present a
method for online adaptation that combines function encoders
with recursive least squares, treating the function encoder coef-
ficients as latent states updated from streaming odometry. This
yields constant-time coefficient estimation without gradient-
based inner-loop updates, enabling adaptation from only a few
seconds of data. We evaluate our approach on a Van der Pol
system to highlight algorithmic behavior, in a Unity simulator
for high-fidelity off-road navigation, and on a Clearpath Jackal
robot, including on a challenging terrain at a local ice rink.
Across these settings, our method improves model accuracy and
downstream planning, reducing collisions compared to static
and meta-learning baselines.

I. INTRODUCTION

High-speed ground vehicles require dynamics models that

evolve as quickly as the terrain itself. When operating near

the limits of controllability, even modest prediction errors in

ground terrain interaction can lead to instability, skidding,

or rollover. This problem is particularly apparent in off-

road navigation: transitions such as pavement to loose gravel

can change friction properties within seconds, while mixed

terrain features introduce variation in the terrain properties

that are difficult to accurately predict. Planning frameworks

such as model predictive path integral (MPPI) control [1]

rely on an accurate model of the system dynamics to predict

rollouts and select optimal control actions in real-time. As

the terrain shifts, the central challenge is that the model must

adapt in real-time, at the same rate as the controller, without

the luxury of retraining, fine-tuning, or long adaptation

windows. We consider the problem of learning a dynamics

model that adapts in real-time to terrain-induced changes in

system dynamics.

We employ function encoders, which learn a set of neural

basis functions from trajectories across diverse terrains and

represent new dynamics as a linear combination of those

bases [2], [3]. The coefficients of the linear combination

define the terrain-specific model, allowing rapid adaptation

compared to training a new network. Prior work has shown
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Fig. 1. Our approach enables rapid adaptation of the dynamics model to
a new terrain within seconds. We use recursive least squares to update an
online estimate of function encoder coefficients using streaming, real-time
data, leading to more accurate rollouts and improved MPPI performance.

that this representation enables zero-shot transfer to unseen

conditions from batches of historical data [3], [4]. However,

once initialized, the coefficients remain fixed, and the model

does not adjust to terrain changes encountered during op-

eration. This leaves the model blind to subsequent terrain

changes and limits performance under evolving conditions.

We propose a method to address this limitation based

in function encoders by treating the coefficient vector as

a state that is estimated online. We use recursive least

squares (RLS) to update the coefficients from streaming

data, in the same way that a Kalman filter refines a state

estimate (Fig. 1). This makes the dynamics model track

terrain changes at the same rate as the controller. The

result is a compact, data-driven model that adapts in real-

time without retraining. The key distinction from classical

adaptive estimation is that adaptation occurs in a learned

function space whose basis is trained across environments,

rather than in a fixed parametric model. This separates repre-

sentation learning from online adaptation, enabling real-time

updates that generalize across previously observed dynamics.

Unlike meta-learning methods such as model-agnostic meta-

learning (MAML) [5], which use gradient-based updates that

generally require significantly more data than is feasible for

high-speed autonomy, our approach adapts through recursive

estimation, not optimization. By constraining learning to the

coefficient space of function encoders, recursive estimation

yields a model adapted to the observed terrain in real-time.

Our main contribution is a method for obtaining an

adaptive, learned model of system dynamics that can be

updated through RLS at the same rate as the controller.
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We integrate this model with MPPI and evaluate it in both

simulation and on hardware. In simulation, we use a Unity-

based ROS simulator. On hardware, we test our approach on

a Clearpath Jackal. In both settings, we evaluate performance

on adversarial ice environments that push the limits of

controllability. While the Jackal operates at relatively modest

speeds, our experiments reveal a qualitative difference in

the planning capability of MPPI when using our adaptive

model, highlighting the importance of model accuracy. Our

results show that learned dynamics models can adapt at

the timescales needed for control by combining function

encoders, neural ODE basis functions, and RLS.

A. Related Work

Terrain parameter estimation: Existing work estimates

terrain-specific parameters such as slip, sinkage, or deforma-

bility directly from sensor data [6], [7], [8], [9], [10],

[11]. A separate line of work bypasses terrain modeling

entirely by learning traversability classifiers [12], which

predict whether terrain is passable but do not capture the

underlying dynamics needed for control. These approaches

are data-efficient and interpretable, but rely on fixed (often

analytic) underlying dynamics models. When true terrain

dynamics deviate from this assumed structure, predictions

degrade and planning reliability suffers.

Learning-based estimation and prediction: Data-driven

dynamics models have succeeded in domains such as robotic

manipulation [13], [14], structured autonomous driving [15],

[16], drone navigation [17], and dynamic maneuvers on

controlled surfaces [18]. These approaches replace analytical

models with neural network-based models, but they struggle

to generalize when deployed on terrains absent from training

data. Assumptions of consistent ground conditions often

break down in unstructured off-road environments, where

dynamics vary rapidly and unpredictably.

Learning-based methods leveraging transformer architec-

tures can generalize across environments by encoding his-

torical state–action data into a latent context vector [19],

[20]. Similarly, policy adaptation methods such as Rapid

Motor Adaptation (RMA) [21] predict latent embeddings

that capture terrain properties and enable adaptation without

gradient updates. Conditioning the policy on latent repre-

sentations using trajectory data enables adaptation and im-

proves predictive accuracy. However, these methods typically

require large-scale training data from simulation and rely

on privileged information about the simulation environment

(e.g. surface friction and center-of-mass) that may be inac-

cessible during training. In contrast to the implicit, black-box

representation used in RMA, our approach performs explicit,

closed-form updates in a learned function space, maintaining

a structured and interpretable coefficient representation that

enables direct coefficient estimation rather than relying on a

neural trajectory encoder.

Function encoders provide a representation that combines

the flexibility of learned models with the efficiency of

parameter estimation. By representing dynamics as a linear

combination of learned basis functions [22], they enable

zero-shot transfer from limited data. Prior work demonstrated

their potential for terrain-aware planning in simulation [4],

but adaptation occurred only at initialization, leaving the

model static during operation.

Transfer learning and meta-learning: A common strategy

for handling new tasks or terrains is to fine-tune pre-trained

models on new data. Meta-learning approaches extend this

idea by preparing models for rapid adaptation with limited

samples. Methods such as MAML [5] and HyperDynamics

[23] have shown promise in non-stationary tasks, and relate

closely to lifelong learning approaches [24], [25]. However,

these methods ultimately depend on gradient-based updates,

limiting their ability to provide real-time online adapta-

tion for systems requiring high-speed control. For example,

MAML adapts by applying inner-loop gradient updates on

new samples via backpropagation and several gradient steps

per adaptation, but its performance depends directly on the

number of samples available for the update. In contrast,

function encoders reduce adaptation to updating a small

coefficient vector, while RLS provides an analytic, fixed per-

sample cost update rule that is independent of data length.

Online learning and adaptive estimation: Classical online

adaptation methods such as RLS and Kalman filters refine

parameter estimates efficiently as new data arrives, but re-

quire strong structural assumptions. Neural approaches such

as online stochastic gradient descent offer more flexibility,

but demand substantial compute and are difficult to run

at control frequencies. Hybrid methods, including kernel-

based adaptation [26] and Gaussian process (GP) regression

[27], balance data efficiency with generalization but remain

computationally heavy at scale. Our work combines these

perspectives: we constrain estimation to the low-dimensional

coefficient space of function encoders, and adapt this co-

efficient vector online using RLS. This enables real-time

adaptation without gradient updates or retraining.

II. PRELIMINARIES & PROBLEM FORMULATION

We seek to learn a dynamics model that can adapt in

real-time to unfamiliar and rapidly changing dynamics using

streamed real-time data. This is especially challenging in

off-road navigation, where a robot may rapidly encounter

diverse terrains with drastically different dynamics. We focus

on MPPI control, a sampling-based method that relies on a

dynamics model to simulate candidate control sequences and

optimize the controlled trajectory. Below, we formalize the

MPPI problem, but refer the reader to [28] for further details.

A. System Dynamics and Control

We consider a discrete-time system influenced by an

unknown world state w ∈ W that captures terrain effects,

with dynamics given by

xt+1 = Fw(xt, vt), (1)

where xt ∈ R
n is the state of the system and vt ∈ R

m is the

control input at time t. Since the world state w is unobserved,

the true dynamics Fw are unknown. The control input vt
applied to the system is corrupted by Gaussian noise with



covariance Σ, such that vt ∼ N (ut,Σ). Therefore, vt is not

directly controllable, and we instead optimize a mean control

sequence U = {u0, u1, . . . , uT−1} over a horizon T ∈ N.

We define a terminal cost ψ(xT ) and a running cost

L(xt, ut) = c(xt) +
1

2
u⊤t Rut. The finite-horizon optimal

control problem is

min
U∈U

E

[

ψ(xT ) +

T−1
∑

t=0

L(xt, ut)
]

, (2)

where the expectation is taken over sampled control se-

quences V = v0, . . . , vT−1, subject to the dynamics in (1).

MPPI control [28] solves (2) by simulating rollouts under a

candidate dynamics model F̂w. For r sampled sequences V ,

each trajectory {x1, . . . , xT } evolves as xt+1 = F̂w(xt, vt),
with rollout cost

S(V, x0) = ψ(xT ) +

T−1
∑

t=0

c(xt). (3)

The control update is obtained as a weighted average

of sequences, followed by a smoothing step. Importantly,

MPPI is model-agnostic, meaning it requires only the abil-

ity to forward-simulate trajectories. However, performance

depends critically on the accuracy of F̂w.

B. Problem Statement

In off-road navigation, mismatch between the learned

model F̂w and the true dynamics Fw arises frequently.

Terrain properties such as friction, slip, and roughness can

change within seconds, and the unobserved world state w

prevents direct measurement of these effects. Without an

adaptation mechanism, static models trained offline are lim-

ited to the distribution of training environments and therefore

cannot handle such variability.

We consider the problem of learning a dynamics model

F̂w that adapts in real-time to changes in the unobserved

world state. The model must update continuously from

streaming data, match the timescale of MPPI, and remain

computationally efficient enough for deployment on hard-

ware.

We assume access to a training dataset, consisting of

historical trajectories collected during robot operation on

diverse terrains. From the trajectory data, we construct a

set of datasets {Dw1 , . . . , Dwℓ}. Each dataset Dwi consists

of states and actions collected from a single dynamics

function Fwi , Dwi = {(xj , vj , xj+1)}
m

j=0
, where xj+1 =

Fwi(xj , vj). At runtime, the system receives new samples

sequentially from online odometry measurements to refine

an estimate F̂w.

III. METHODS

A. Learning an Adaptable Model Using Function Encoders

We represent system dynamics using function encoders

[3], which provide a compact basis-function representation

that supports adaptation through coefficient updates.

Let F = {fw | w ∈ W} be the space of all dynamics

parameterized by the world state w ∈ W . The evolution of

the system follows

xt+1 = Fw(xt, vt) = xt +

∫ t+1

t

fw(x(τ), vt)dτ, (4)

where fw is the underlying vector field, and we integrate fw

holding vt constant over the interval [t, t+ 1].
A function encoder learns a set of neural ODE ba-

sis functions {g1, . . . , gk} that span a subspace F̂ =
span{g1, . . . , gk} supported by the data. The dynamics fw

are approximated as f̂w ∈ F̂ . Any function f̂w takes the

form of a linear combination of the learned basis functions,

f̂w(x, v) =

k
∑

j=1

αw
j gj(x, v; θj), (5)

where w represents the world state, αw ∈ R
k are the real

coefficients corresponding to the dynamics in the learned

space, and θj are the parameters of the neural ODE gj .

Intuitively, the basis functions capture general patterns of

the dynamics on different terrains, while the coefficients

specialize these patterns to specific terrains.

We presume access to a set of datasets {Dw1 , . . . , Dwℓ}
consisting of observed trajectories (transitions) across dif-

ferent terrains during training. For each dataset Dwi , we

compute coefficients αwi via least squares, estimate the

dynamics as in (5), and compute the prediction or recon-

struction loss as the mean squared error of the change in

state. We minimize the average reconstruction error across

all terrains via gradient descent. After training, the basis

functions remain fixed. For more training details, we refer

the reader to [3], [2].

During training, the neural ODE basis functions learn

to span the subspace supported by the data and capture

the different terrain-induced dynamics functions. Once the

basis is trained, the coefficients αw provide a compact

representation of a particular terrain or environment. While

function encoders enable zero-shot transfer through offline

coefficient estimation, they remain static during deployment.

The proposed RLS updates convert this representation into

a continuously adapting model, allowing the coefficients to

track evolving dynamics at control rates.

Prior work estimates the coefficients using a least-squares

solve. The coefficients αw can be computed in closed-

form via the normal equation as (G + λI)α = F , where

Gij = ⟨gi, gj⟩ and Fi = ⟨gi, f
w⟩, computed using Monte

Carlo integration using a small amount of input-output data

of the form (xt, vt) and xt+1 − xt [4], [3]. Though this

procedure works well to parameterize the dynamics on

different terrains, it creates a computational bottleneck in

online settings. Computing the coefficients requires a batch

of data, computing a k × k matrix, and then computing

the matrix inverse. This process is only possible once the

robot has driven on a terrain long enough to gather sufficient

data. Additionally, the coefficients correspond to only a

single terrain, and remain fixed until we perform another



batch solve. In off-road driving, terrain transitions rarely

occur with clear boundaries. Conditions can shift rapidly,

making it impractical to pause and recompute coefficients.

This reliance on lump-sum data and repeated batch solves

limits the function encoder model’s ability to adapt in real-

time.

B. Computing the Coefficients Using RLS

To enable real-time adaptation, we treat the coefficients αw

as a latent state and estimate them using RLS. Intuitively,

the updates follow the same structure as Kalman filtering:

αw plays the role of the state, the covariance matrix Pt

tracks uncertainty in this estimate, and the Kalman gain Kt

determines how strongly each new measurement influences

the update.

At each time instant, the robot collects an input-output

measurement of the form (xt, vt, xt+1) from onboard odom-

etry. Let yt = xt+1 − xt and Φt ∈ R
n×k with columns

gk(xt, vt). The dynamics model takes the form, yt = Φtα
w+

ϵ, where ϵ ∼ N (0, Q) denotes measurement noise. Our goal

is to update the coefficients as sequential data arrives.

Specifically, we initialize the coefficient estimate at t = 0
as αw

0 = 0, which represents zero prior knowledge, and the

covariance P0 = λ−1I , where λ > 0 is the regularization

parameter. Let γ ∈ (0, 1] be a forgetting factor to reduce the

value of older measurements in our estimate, and let Pt|t−1 =
1

γ
Pt−1. At each time step, we update the coefficients using

the following update equation,

αw
t = αw

t−1 +Kt(yt − Φtα
w
t−1). (6)

Let St = ΦtPt|t−1Φ
⊤
t + R. The gain Kt = Pt|t−1Φ

⊤
t S

−1
t

adjusts how much the coefficients shift in response to the

prediction error yt − Φtα
w
t−1, and the covariance Pt =

Pt|t−1 − KtΦtPt|t−1 contracts over time, meaning updates

become smaller as confidence grows.

We summarize the RLS procedure for computing the

coefficient updates in Algorithm 1.

Algorithm 1 RLS Coefficient Updates

1: Initialize: α0 = 0, P0 = λ−1I , γ ∈ (0, 1], noise Q

2: for each time step t = 1, 2, . . . do

3: Pt|t−1 = 1

γ
Pt−1

4: St ← ΦtPt|t−1Φ
⊤
t +Q

5: Compute gain: Kt ← Pt|t−1Φ
⊤
t S

−1
t

6: Update coefficients: αw
t ← αw

t−1 +Kt(yt−Φtα
w
t−1)

7: Update covariance: Pt ← Pt|t−1 −KtΦtPt|t−1

8: end for

Naı̈vely, we could recompute the normal equations at

every time step. However, recomputing the least-squares

solution at every step would require inverting a k × k

matrix that costs O(k3), which is generally too expensive for

real-time. RLS avoids this by updating both the coefficient

estimate and its covariance directly. By reducing adaptation

to a closed-form O(k2) update of the coefficient vector,

RLS enables function encoders to evolve continuously with

incoming data.

C. Real-Time Adaptation in Model Predictive Control

We integrate the RLS procedure directly into the MPPI

control loop. At each time step, the robot collects a new

odometry measurement (xt, vt, xt+1). We use this observed

transition to update the coefficients αw
t via the RLS equations

as in Algorithm 1. The coefficients αw
t define the current

terrain-aware dynamics f̂w.

At each control step, MPPI uses the current model f̂w

to simulate candidate rollouts. For each sampled control se-

quence, we compute the state trajectories, compute trajectory

costs, and update the nominal control sequence as normal.

Because coefficients update immediately as new data arrives,

the model remains aligned with actual vehicle dynamics

on the current terrain, even when the terrain changes mid-

operation.

This coupling between recursive coefficient estimation and

sampling-based planning ensures that the dynamics model

evolves at the same timescale as control. In effect, the RLS

updates serve as a lightweight, Kalman filter-like estimator

for the latent terrain coefficients, while MPPI leverages the

updated model for trajectory optimization.

IV. RESULTS

We design three experiments that progressively increase

in complexity to evaluate real-time adaptation using function

encoders with RLS (FE-RLS). First, a Van der Pol oscillator

provides a controlled setting to isolate the adaptation mecha-

nism and compare against gradient-based meta-learning. Sec-

ond, a Unity-based ROS simulator provides a high-fidelity

environment for testing quantitative and qualitative perfor-

mance under controlled terrain changes. Finally, hardware

experiments on a Clearpath Jackal validate our approach

under real-world conditions, including a challenging ice rink

setting.

We compare against three representative baselines. The

first baseline is a function encoder (FE) with access to

unrealistic batch data sampled uniformly from the test terrain

dataset, which computes the coefficients offline using least

squares. It serves as a useful reference but not a firm lower

bound, since our online method (FE-RLS) can leverage

additional data at runtime to refine coefficients. The second

is a neural ODE [29] trained on the same data as the function

encoder. The neural ODE remains fixed without any online

adaptation, illustrating the performance of a standard learned

dynamics model that remains static after training. The third is

MAML [5], which represents the dominant approach for fast

adaptation. The MAML-adapted neural ODE trains a single

neural network so that its parameters are easily adaptable to

new environments.

A. An Illustrative Example on a Van der Pol Oscillator

We first evaluate the method on the Van der Pol oscillator

to illustrate the adaptation algorithm. The system dynamics

are given by ẋ1 = x2, ẋ2 = µ(1−x21)x2−x1, where µ is an

unobserved parameter (similar to unobserved terrain param-

eters). Using the training methodology from [3], we train a

function encoder on trajectories generated from different µ



Fig. 2. Adaptation performance on the Van der Pol system as the µ
parameter changes. FE-RLS rapidly converges to an accurate dynamics
representation within ≈ 5 seconds after µ changes, while MAML (5 inner
steps, 100 data point buffer) does not meaningfully adapt under single-step
updates. NODE and MAML have near-identical performance.

values, then evaluate online adaptation on a system with a

new, unseen µ.

At test time, FE-RLS begins with coefficients set to

zero (αw = 0) and updates the coefficients recursively

from streaming data using Algorithm 1 to approximate the

dynamics for the Van der Pol system as µ changes. For

MAML, we vary the number of samples available for inner-

loop adaptation to test how quickly it can recover the new

dynamics. We note that MAML generally requires more

online data to adapt and is not designed to adapt using

single measurements at every time step. We used 5 inner

loop gradient updates with varying-length buffers of data (1,

5, 50, and 100 samples). In our experiments, MAML did

not effectively adapt to the streaming data, with only a 4%

improvement over the static neural ODE.

Figure 2 shows that FE-RLS rapidly identifies the correct

coefficients for the unseen µ using ≈ 50 data points,

corresponding to only 5 seconds of data collection. In

contrast, MAML does not adapt effectively when restricted

to single-step updates and online data. MAML’s error closely

matches that of the static NODE baseline (the two signals

overlap in the figure), indicating minimal adaptation from

its initial parameters. The batch function encoder highlights

that recursive estimation achieves comparable accuracy to

batch coefficient calculations while operating fully online,

even achieving lower mean squared error since it effectively

uses more data online.

B. High Fidelity Simulation Results

We next evaluate adaptation in a high-fidelity Unity-

based ROS simulator for unstructured navigation under con-

trolled terrain changes. This simulator provides a simulated

Clearpath Warthog robot equipped with a 3D LiDAR, IMU,

and camera. The simulated robot runs a ROS based autonomy

stack utilizing ground truth odometry, simultaneous localiza-

Fig. 3. At each time step, we compute the accumulated prediction error
over the next k time steps, simulating the accuracy of MPPI rollouts at
the current time step. FE-RLS adapts to an unknown icy terrain within 5
seconds (1 time step ≈ 0.1 seconds), starting from zero prior knowledge,
while MAML fails to meaningfully adapt. The FE baseline shows the model
error with coefficients computed with privileged information, using 100 data
points from the terrain collected offline.

Fig. 4. FE-RLS adapts to abrupt changes in terrain dynamics, outperform-
ing baseline MAML and NODE. We compute the Euclidean norm of the
error in predicted changes in state over time.

Fig. 5. FE-RLS adapts to abrupt changes in terrain, quickly identifying
the new dynamics, avoiding obstacles, and completing the mission. MAML
fails to adapt, and collides with obstacles due to inaccurate MPPI rollouts.



tion and mapping based on OmniMapper [30], and waypoint

navigation using MPPI [1]. During evaluation, we plug and

play a learned dynamics model for MPPI with one of our

trained models.

Typically, the simulator enforces static terrain properties

for an entire run. To simulate abrupt terrain transitions (such

as pavement to ice) and evaluate online adaptation, we

modified the simulator to allow mid-trajectory changes in

surface friction parameters.

We define two extreme parameter sets: one represent-

ing high-friction pavement and the other representing low-

friction ice. We then generate six intermediate terrains using

convex combinations of these extremes, resulting in eight

total terrains. Each terrain corresponds to a different latent

world state w, as in (1). For each terrain, we collect driving

data using the simulator’s integrated MPPI controller guided

by manually specified waypoints. We collect 15 minutes of

data on each scene. Each scene contains odometry (position,

orientation, velocity, and angular rates) and commanded

forward and angular velocities. We transform inertial co-

ordinates into the body frame to improve data efficiency

by reducing trajectory sparsity. The resulting dataset Dwi

consists of input–output pairs (xt, vt,∆t, xt+1 − xt) for

training the learned models.

We train the function encoder, neural ODE, and MAML

baselines on the collected datasets and use identical prepro-

cessing pipelines. Training was performed on a workstation

with an NVIDIA RTX 4090 GPU and Intel Core i9-13900K

CPU. The FE model used k = 8 basis functions, with coef-

ficients computed via least squares during training. We train

the MAML model using 5 inner steps with an inner learning

rate of 10−2. See [3] for ablations of the FE hyperparameters.

Training required approximately 12 minutes for the FE, 4

minutes for the neural ODE, and 75 minutes for MAML. For

inference, all models used an RK4 numerical integrator. In

all experiments, the MPPI controller generated 3000 rollouts

per iteration over a 10-second horizon with 0.1 second time

steps. The mean inference times for FE, NODE, and MAML,

evaluated over 10 trials, are 2.5 × 10−3, 3.2 × 10−4, and

4.3× 10−4 seconds, respectively.

Figure 3 evaluates all models trained using 10 random

seeds on offline data from a simulated icy terrain. At each

time, FE-RLS and MAML receive one input-output pair from

the data, which each model uses to update its representation

of the unknown dynamics. Then, all models integrate the

current state forward 15 steps into the future using historical

control inputs from the dataset to simulate an MPPI rollout.

At each time step, we accumulate the prediction errors over

the rollout. We repeat this process starting from 30 random

starting points in the dataset. Then, we plot the median across

each batch and random seed. The shaded region shows the

10th to 90th percentiles.

Figure 3 highlights the predictive performance of our

approach on an unseen simulated icy terrain. Starting from

zero prior knowledge, FE-RLS adapts within only a few

seconds (≈ 5s), reaching prediction errors comparable to the

pre-tuned batch function encoder but operating fully online.

Fig. 6. Representative examples of terrains in our dataset. We collect
trajectory data across diverse indoor and outdoor terrains, including gym
floor, mulch, grass, and a challenging terrain at a local ice rink.

In contrast, the static neural ODE does not specialize to

low-friction dynamics and accumulates large errors, while

MAML adapts too slowly due to its reliance on gradient-

based updates.

The quantitative results in Figure 4 show that FE-RLS

adapts to terrain changes between ice and pavement within

seconds. The static neural ODE does not specialize to

the low-friction ice terrain, while MAML adapts slowly,

requiring more samples for gradient-based updates than are

available. Similar to the results shown in Figure 2, the

MAML signal overlaps the NODE signal throughout the

experiment, indicating minimal adaptation. In scenarios with

abrupt terrain shifts (pavement to ice), FE-RLS rapidly

updates its coefficients to track the new dynamics, gen-

erating accurate rollouts, while MAML lags and produces

rollouts inconsistent with the true system. These results show

that RLS enables function encoders to adapt on the same

timescale as control, a property critical for real-time planning

under rapidly varying terrain.

Figure 5 shows an example scenario from our experiments

that highlights the differences between FE-RLS and MAML

performance. While navigating an obstacle-rich urban envi-

ronment, FE-RLS enables MPPI to maintain stable trajec-

tories and complete waypoint navigation tasks under terrain

transitions from high-friction pavement to low-friction ice.

In contrast, MAML shows delayed adaptation that leads to

inaccurate rollouts and collisions.

C. Hardware Experiments

Finally, we validate the method on a Clearpath Jackal robot

in real outdoor environments. These experiments evaluate

feasibility on physical hardware and test performance under

adversarial terrain conditions. The Jackal performs all real-

time computations on a Neousys Nuvo-7166GC computer

with a NVIDIA T4 GPU. We collect odometry and command

velocity data while remotely operating the Jackal across

diverse indoor and outdoor terrains: grass, gym floor, ice,

mulch, pavement, and turf (Figure 6). We estimate odometry

measurements with DLIO [31] using an Ouster OS0-64u

LiDAR and a Microstrain 3DM-GX5-AHRS IMU. We record

15 minutes of data on grass, gym floor, mulch, and pavement,



Fig. 7. We evaluate model predictions on real-world trajectories from four
representative indoor and outdoor terrains. Over time, MAML accumulates
larger prediction error and variance due to unstable updates. We plot the
median across models train using 10 random seeds. The shaded region shows
the 10th to 90th percentiles.

Fig. 8. We demonstrate adaptation on a challenging mixed-terrain en-
vironment at a local ice rink. Real-time recursive updates of the FE-RLS
model coefficients allow MPPI control to adapt seamlessly to abrupt terrain
transitions during navigation.

16 minutes on turf, and 19 minutes on ice. We process data

from each terrain as in IV-B, resulting in a dataset Dwi for

training the learned dynamics models.

We train FE, FE-RLS, NODE, and MAML on the real-

world datasets. For offline evaluation, we train the FE model

using k = 8 basis functions to remain consistent with

our previous baselines. However, to mitigate computational

issues with MPPI control on the Jackal hardware, we train

a light-weight FE with k = 3 basis functions to test our

approach in the full autonomy stack. Reducing the number

of basis functions decreases the forward model’s computation

time. This ensures that the FE produces real-time trajectory

rollouts. We anticipate that an implementation in a lower-

Fig. 9. As the terrain switches between turf and ice, FE-RLS maintains
lower prediction error than NODE and MAML. We evaluate each model on
a trajectory recorded during real-time autonomy experiments from Figure
8.

level compiled language would dramatically improve forward

computation time. We train the MAML model using 5 inner

steps and an inner learning rate of 10−2. During evaluation,

the gradient updates exploded (> 106) using the full 5

inner steps. To remain stable, we used only 1 inner step

during evaluation to mitigate the sensitivity in the gradient

updates. In all experiments, the MPPI controller generated

100 rollouts per iteration over a 2.5-second horizon with 0.1

second time steps.

In Figure 7, we evaluate models trained using 10 random

seeds on real-world trajectories from four representative

terrains. Over time, FE-RLS, NODE, and the static FE (pre-

tuned to each terrain using batch data) maintain smaller

prediction errors than MAML. While NODE, static FE, and

MAML all start with prior knowledge of the terrain, FE-RLS

adapts starting from zero knowledge.

In Figure 8, we evaluate our terrain adaptation algorithm in

a real-time control scenario on the Clearpath Jackal at a local

ice rink. We design an obstacle-rich environment similar to

the simulated test scenario in Figure 5, and we create a terrain

transition by placing a large patch of turf on the ice. The

Jackal navigates around cardboard box obstacles using the

same MPPI autonomy stack referenced in IV-B. By manually

placing waypoint goals throughout the scene, we lead the

robot in a loop around the obstacles and across both terrains.

Figure 8 shows a timelapse of the robot’s trajectory when

using the FE-RLS model. We observe that the model’s

recursive updates enable MPPI to maintain control of the

robot across terrain changes between turf and ice. In our

experiments, we compare the performance of FE-RLS with

that of NODE and MAML. Although offline analysis reveals

that FE-RLS maintains lower error across the scene, MPPI

accommodates for errors in these models and is still able to

control the robot.

In Figure 9, we evaluate FE-RLS, NODE, and MAML on

a recorded trajectory from our autonomy experiments where

the robot navigated over a terrain that switched between turf

and ice. As in Figure 4, FE-RLS and MAML receive one

input-output pair from the data for updating its representation



of the current dynamics. At each time step, FE-RLS, NODE,

and MAML predict the change in state, given the current

state and the historical control input. As expected, we see

that FE-RLS maintains lower error than MAML and NODE.

These hardware results demonstrate the broader appli-

cability of our proposed method to real world off-road

navigation. Our method is capable of on-the-fly, real-time

adaptation of learned dynamics models while running on

resource constrained hardware. Such functionality enables

mobile robots to safely navigate a diverse set of complex

terrains without explicitly traversing all of them ahead of

time.

V. CONCLUSION & FUTURE WORK

We presented a method for real-time adaptation of learned

dynamics models that combines function encoders with

RLS. By updating function encoder coefficients online, our

approach adapts at the same rate as the controller and

integrates directly with MPPI. Experiments on the Van der

Pol system, a high fidelity Unity simulator, and Clearpath

Jackal hardware showed that our method adapts more quickly

and effectively than gradient-based meta-learning methods

such as MAML, and achieves accuracy comparable to an

idealized batch baseline while operating fully online.

Our hardware results also reveal important limitations

that suggest areas for future research. First, our experi-

ments involved robots operating at moderate speeds, where

differences in terrain dynamics are less pronounced. We

expect the benefits of fast adaptation to grow with higher

speeds. Second, our Python implementation runs inference

slower than MAML, which reduces the effective control

rate. These findings point toward two directions for future

work: extending evaluation to higher-speed ground vehicles

where real-time adaptation is most critical, and optimizing

the computational efficiency of forward inference.
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